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Detective Story 

Adyen loves Postgres - hundreds of Postgres 
clusters, Petabytes of data, millions of TPS 

I love performance problems and detective 
stories  
    



Your detective today

Dmitry Fomin 
• Postgres performance and observability 

practitioner at Adyen 

• Postgres fanboy (former Certified Oracle DB 
Performance and RAC Expert ) 

• When I'm not chasing latency spikes, I play the 
blues harmonica



The Crime Scene: 



Dead queries everywhere 



First tool: wait events 



Wait events



The First Clue: SyncRep Wait Events 



How sync replication works: 



The Red Herring: A Network Ghost 

NB: Correlation does not mean causation



How sync replication works: 



Tracing details 



What is fsync/fdatasync 

fsync and fdatasync are system calls that command the 
operating system to flush a file's dirty pages from page cache 
to the physical storage device. 

Think of it as a "save now and make it permanent" button for the 
operating system. 



The Breakthrough: A Clue from the Kernel 

The Smoking Gun: "We found that fdatasync latency on 
the replica's WAL disk had spikes that were a perfect 
match for the primary's SyncRep spikes.”

Direct evidence:  fsync=off on replica eliminates 
SyncRep wait events spikes 



The Paradox: "But We're Using remote_write!” 

synchronous_commit: 
• off / local: Fire and forget / Commit durable on primary only. 

• on (the default): Guarantees WAL is flushed to disk on the 
replica. 

• remote_apply: The strongest guarantee. WAL is flushed to disk 
AND applied (visible to new transactions) on the replica. 

• remote_write: Guarantees WAL is in the replica's OS cache. 





How Our Sync Replication Really Works 



Proving the Storage appliance was the Culprit 

• Isolate:  
test lab - a server connected directly to the storage appliance. 

• Reproduce in synthetic:  

FIO to generate I/O and trace events. 

• Decompose:  
block_rq_issue (request sent to the driver) and block_rq_complete 
(hardware signaled completion)." 



The Workaround 1: Quorum Commits

synchronous_standby_names = ANY 1 (server1, server2) 



The Workaround 2: commit delay

commit_siblings = 100 
commit_delay = 300 



Result: wait events



Result: latency



Thinking Forward: We can change Postgres

 PATCH Proposal  
GUCs: wal_receiver_flush_after_n_bytes and 

wal_receiver_flush_after_ms 



Key Takeaways for Your Own Investigations

• Wait events - perfect data source  

• Decompose & Isolate, use scientific method   

• Correlation does NOT mean Causation 

• Averages Lie 

• Sync Rep is Nuanced 

• Source Code - the ultimate source of truth 



Links
• pg_wait_sampling: https://github.com/postgrespro/pg_wait_sampling 

• pg_sentinel: https://github.com/pgsentinel/pgsentinel 

• Myths and Truths about Synchronous Replication in PostgreSQL by 

Alexander Kukushkin: 

https://www.youtube.com/watch?v=PFn9qRGzTMc 

•commit_delay for better performance by Laurenz Albe: 

https://www.cybertec-postgresql.com/en/commit_delay-performance-

postgresql-benchmark/ 

https://www.youtube.com/watch?v=PFn9qRGzTMc


Thanks 

 Ants Aasma from Cybertec 

 Jakob Wartak from EDB 



WE ARE HIRING!  



Want to contact?

 Dmitry Fomin LinkedIN



Questions and Feedback


